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INTRODUCTION TO COMPUTER GRAPHICS

Pipeline Flow

Viewing: Geometry Processing
World Coordinates (floating point)

Rendering Pixel Processing
Screen Coordinates (integer)
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Spatial Subdivision (1/3)

* Top-down construction: divide and conquer!

* Divide space into cells, place objects in them
— scan-converter places polygons in the cells

— raytracer places bounding volumes in the cells

—— v

2-D example of spatial subdivision
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INTRODUCTION TO COMPUTER GRAPHICS

Spatial Subdivision (2/3)

Apnlications for both ninelines
rr r

Raytracing: rays “walk” through the cells, only checking objects in those cells

> A -

@ - |__— ray R only needs to be intersected
O_.D O oo e A | with objects A, B, and C

AL e

spatial subdivision

start in cell of eye point; skip empty cells; stop walking when we find an intersection
— speedup: walk bundle of rays through the cells

Scan-conversion: clip groups of polygons at a time. Only cells impinging on the
view volume have their contents processed
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INTRODUCTION TO COMPUTER GRAPHICS

Spatial Subdivision (3/3)

Methods of Spatial Subdivision ===

Regular Grids

— 1n one approach, the environment is partitioned into a regular grid of equal-sized

rectangular volumes

W | -TV "

> &

<D loc |+

=
AL TP

— easy to traverse

— non adaptive: doesn’t account for varying object density

Octrees

— world is divided into 8 cubes, and objects are sorted by

— 2-D equivalent: quadtrees

prhich ~ubathagdielong to.
Recurse by subdividing each cube until # objs/cube is I% v ~fe

— hierarchical

— sensitive to scene density — more work for a ray to traverse /&‘ -

BSP trees (Binary Space Partitioning)

— world is recursively divided by arbitrary split planes; objects sorted by which side of

the plane they’re on

— even more sensitive to scene, even harder for a ray to traverse!

avd
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INTRODUCTION TO COMPUTER GRAPHICS

Global Scene Organization

* Hybrid techniques best: combine spatial subdivision and bounding
volume scenegraph hierarchies

* Trade-off upfront investment in constructing object database for savings
during every subsequent rendering pass
— construct only once

— speeds up every frame:
raytracer gets speedup for every ray

hardware pipeline draws fewer triangles

— “lazy” or on-the-fly subdivision — only when cell touched — could be better
than a-priori subdivision!

— really good for (largely) static scenes, really bad for scenes with lots of
moving objects

* The Ray-Tracing News: lots of algorithms, deep thoughts from hard-core
“raytracin’ dudes,” published at random intervals

— http://www.acm.org/tog/resources/R TNews/html/
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Clipping Against View Volume

* Polyhedra transformed to the normalized world are clipped against the bounds of
the canonical view volume, a polygon at a time

* Polygons are clipped an edge at a time

* Intersection calculations are trivial because of the normalized planes of the
canonical view volume

* New vertices are created where obiects are clipped .
clipped

trivial reject

(all vertices are outside \-. trivial accept
the view volume—in the 41/ (all vertices are inside

outer half-spacce deftinced I | the view volume)

by the nearest plane of 2 1
the view volume) \\—-'. g é z

* Use bounding volumes to trivially reject groups of objects at a time
* Raytracing doesn’t strictly need to clip polygons against the view volume: why?
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INTRODUCTION TO COMPUTER GRAPHICS

Back-Face Culling (1/2)

Line of Sight Interpretaﬁnn

* Approach assumes objs defined as closed polyhedra, w/eye pt always outside of
them

* Use outward normal (ON) of polygon to test for rejection

* LOS = Line of Sight, the projector from the center of projection (COP) to any
point P on the polygon. (For parallel projections LOS = DOP = direction of
projection)

* Ifnormal is facing in same direction as LOS, it’s a back face:

— 1f LOS ¢ ON > 0, then polygon is invisible — discard
— 1f LOS « ON < 0, then polygon may be visible

LOS =P - eye

1LLOS
ON
v J - | - |ON
/ -
back-face in context eye
back-face alone

eye

* To render one lone polyhedron, you need back-face culling as VSD!
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Back-Face Culling (2/2)

Plane Half-Spaces Interpretation

* A plane can be defined by a normal N and any point, P, on the plane:
— plane satisfied by N.P, + N P, + NP+ D=0
— rewriteas(N*P)+D=0
—  pick another point, P,; then we can say N (P, —P)) =0
— notice that —N <P, is constant; let’s call it D
— solve for D using any point on the plane.
* Plane divides all points into two half-spaces
— (N+P)+D=0,Pisonplane
— (N+P)+D>0,P is in positive half-space
— (N+P)+D<0, Pisinnegative half-space

PURR I - 1

*  (Can define polyhedron as “~~*~~ - N~
face = plane

negative half-space

~ (N e P) + D <0

+
positive half-space

(N e P) + D> 0~_

*  Polygon faces away for eye points in the negative half-space
—  this slide: if (N * Eye) + D< 0, discard
—  previous slide: if (N « LOS) >=0, discard
— LOS =P -Eye; D=-(N « P): they’re equivalent!

*  Faster than recalculating LOS per-polygon (3 subs, 3 mults, 3 adds vs. 3 mults and 4 adds)
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INTRODUCTION TO COMPUTER GRAPHICS

Back-Face Culling (3/3)

How we do-itusing immediate-mode APls

Only have a triangle, no sense of “inside-outside”

But the triangle is derived from tessellating the surface of a solid
object. Therefore, as you tessellate, specify the vertices with a
particular winding with respect to an outward normal
(specifically, you used a counter-clock-wise winding for your
Shapes assignment)

Open GL automatically computes an outward normal from the
cross product of two consecutive screen-space edges and culls
back-facing polygons

— just checks the sign of the resulting z component

avd
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INTRODUCTION TO COMPUTER GRAPHICS
cCa C rerspeCuve 11ansiorimation

(PT) (1/2)
.\ 4 . . .
* The PT preserves “in front of” relationships, straight lines and
planes, and performs perspective foreshortening

(-1,1,-1)

(k-k-k) -
—(z=-near) / (far = néear)
Canonical perspective-projection view volume with cube
Y

(1,1,1)

xX

(-1,-1,0)
After Perspecu ve 1rans yur mation to normalized parallel-projection
view volume. Note that cube is distorted (perspective foreshortening).

(Remember PT transforms z from [-1,0] to [0,1])
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INTRODUCTION TO COMPUTER GRAPHICS

Perspective Transformation (2/2)

* Clipping after PT is simply along planes defined by
-1<x<1),(-1<y<1),(0=<z<1)
* Depth comparison before PT
— compare every two points, e.g., and
perform calculation to determine if they are on same
projector (a lot of work) . .
— 1f (xy) pairs ate,on same prpjector, thg);-ivalues aré compared
* Depth comparison after the PT
— compare every two points, €.g., and :
must , and must for one of those points
to obscure the other, i.e., to be on the same projector (not

b

v

rol

A~

" N
P A
] I75 T s
PZ Pz' L 4
%0.0.0) S
before PT evye > after PT
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INTRODUCTION TO COMPUTER GRAPHICS

Review of Bufters

* Light in the phosphor display of the CRT monitor decays very
quickly. Screen must be frequently refreshed (at least 60
times/second) to maintain a constant image without flickering

* Screen is refreshed one scan line at a time from pixel information
held in a refresh or frame buffer

* Additional buffers can be used to store other pixel information.
For example, we will use a z-buffer in which z-values (depth of
points on a polygon) are stored to do VSD

1.0 1.0 1.0 1.0 1.0 0000000 VOOO0O monitor
1o 1S 8s 02 L9 000000500000
0 1.0 0.2 0.2 O. 000005450000
13 62 92§32 §3 = @
1.0 0.2 0.2 0.2 0.2 00O ad - © © O hard drive
1.0 1.0 1.0 1.0 1.0 000055555000
1.0 1.0 1.0 1.0 1.0 000000000000 | CcPrU '='|_S]
z-buffer with depth frame buffer
values for gray subset of with pixmap
(shown HatReDHIEMm

typically 24bit or 32bit ints)
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INTRODUCTION TO COMPUTER GRAPHICS

Depth Comparison using a

Z-Buffer — Image Precision
The Z-buffer algorithm
* The Z-buffer is initialized to the background value (furthest plane of
view volume = 1.0)

* As each object is traversed, the z-values of all its sample points are
compared to the z-value in the same (x, y) location in the Z-buffer

— z could be determined by plugging x and y into the plane equation for the
polygon (ax + by +cz+d=10)

— 1n reality, we calculate the z at vertices and interpolate the rest

* If the new point has z value less than the previous one (i.e., closer to the
eye), its z-value is placed in the z-buffer and its color placed in the frame
buffer at the same (x, y); otherwise the previous z-value and frame buffer
color are unchanged

* (Can store depth as integers or floats or fixed points

— 1.e.for 8-bit (1 byte) integer z-buffer, set 0.0 ->0 and 1.0 ->255

— each representation has its advantages in terms of precision
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/-Buftfer Algorithm (1/3)

* Requires two “buffers”

Intensity Buffer —our familiar RGB pixel buffer
—initialized to background color

Depth (“Z”) Buffer —depth of scene at each pixel
—initialized to far depth = 255

* Polygons are scan-converted in arbitrary order. When pixels overlap, use Z-buffer
to decide which polygon “gets” that pixel
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727277271271 255] 255 =TT 77 7727271255 255
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127 [ 255 [ 255 [ 255 ] 255 ] 255 ] 255 | 255 63 | 63 | 63 | 63 | 255255 [255] 255
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63
Above: example usi —jteaer Z-buffer with near = 0, far = 255
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/-Buftfer Algorithm (2/3)

* We draw every polygon that we can’t reject trivially

* If we find a piece (one or more pixels) of a polygon that is closer to
the front, we paint over whatever was behind it

void zBuffer()
{ intx,y;
for (y=0;y < YMAX; y++)
for (x =0; x < XMAX; x++) {
WritePixel (x, y, BACKGROUND_ VALUE);
WriteZ (x, y, 1);
b
for each polygon
for each pixel in polygon’s projection {
double pz = polygon’s Z-value at pixel (x, y);
if (pz <ReadZ (x, y)) {
/* New point is closer to front of view */

WritePixel (x, y, polygon’s color at pixel (x, y));
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/Z-Buffer Algorithm (3/3)

* The answer is simple: do it incrementally!

* Remember scan conversion/polygon filling? As we moved along
the Y-axis, we tracked an x position where each edge intersected
the current scan-line

Yi—Ys

y1 B Z1 Za = Z1 — (21 — Z2) _J/-l_—J/z
ZaA\ Z, Scan line Yy — VY.

Vs L Zp,= 2y — (24 — Z3) vV, — yZ

2&
X X
b P
zZ = Z z zZ)
-y3 = P b (b a Xb Xa
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Z-Bufter Pros

* Simplicity lends itself well to hardware implementations: FAST

— used by most 3-D workstations and inexpensive PC graphics cards

* Polygons do not have to be compared in any particular order: no
presorting in z is necessary, a big gain!
* Only consider one polygon at a time
— ...even though occlusion is a global problem!

— brute force, but it is fast!

* Z-buffer can be stored w/ an image; allows you to correctly

composite multiple images (easy!) w/o having to merge the
models (hard!)

— great for incremental addition to a complex scene
— all VSD algorithms could produce a Z-buffer for this
* (Can be used for non-polygonal surfaces, CSGs (intersect, union,

difference), any z = f(x,y)
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Z-Buffer Cons

* Precision problem: perspective foreshortening

— this 1s a compression in the z axis caused by perspective foreshortening,
which maps z to (z —=k)

near far O
! L 1 1 | < !
— L 11

N

U

After

— objects that were originally far away from the camera end up having smaller
Z-values that are very close to each other

— depth information loses precision rapidly, which gives

Z-ordering bugs (artifacts) for distant objs

b
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INTRODUCTION TO COMPUTER GRAPHICS

Img[g.% Prgcision

* Create drawing order, each poly overwriting the previous ones,
that guarantees correct visibility at any pixel resolution

* Strategy 1s to work back to front; find a way to sort polygons by
depth (z), then draw them in that order

— do a rough sort of the polygons by the smallest (farthest) z-
coordinate in each polygon

— scan-convert the most distant polygon first, then work forward
towards the viewpoint (“painters’ algorithm™)

*  We can either do a complete sort and then scan-convert, or we
can paint as we go — see 3D depth-sort algorithm by Newell,
Newell, and Sancha

* Any problems?
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INTRODUCTION TO COMPUTER GRAPHICS

= /\

I 2
- et LY

=] O \\

—
R "’>C
i —_
AA//

* For each horizontal scan line:

find all intersections with edges of all polygons (ignore horizontal
boundaries);

sort intersections by increasing X and store in Edge Table;

for each intersection on scan-line do

if edge intersected is left edge then  {entering polygon}

oot 22a anda A e leceec e
ET entry x Vinax AX 1D L > ScéA‘nC‘ng Edge Tal%lgtgggtents
a AB AC
o AB AC FD FE
g, g+ 1 AB DE CB FE
PT entry 1D Plane eq. Shading info INn—out
g+ 2 AB CB DE FE

and use its color up to next intersection:



Scan-Line Algorithm (2/2)

* Generalization of single polygon scan conversion, with IN flags
for polygons

* Handles transparency and anti-aliasing well

* Hybrid algorithm: use single scan-line z-buffer to determine
visibility
— sort polygons by scan line like this algorithm.

— draw each scan line to a single-line Z-buffer; output colors, then clear
the buffer and re-use for the next scan line

— saves space, but loses good transparency, anti-aliasing qualities

* Pretty much old school
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INTRODUCTION TO COMPUTER GRAPHICS

Object-Precision Algorithms
Hictortentie £ ]

* Roberts 63 - hidden line removal

— compare each edge with every object - eliminate invisible edges or
parts of edges.

* Complexity: worse than O(n?) since each object must be
compared with all edges

* A similar approach for hidden surfaces:

. eaChrA1'v~AA‘ DI SR B SN | : i ~L 11 ALL,.:I. polygons ln
A
front « B A
— invisil. < - Jﬂfgons are
~— -z x
create

— SLOV

Polygon A is clipped by £ which is
in front of it. A mew sub-polygon, C,
is created.

avd November 4, 2003 VSD 39/46




3-D Depth-Sort Algorithm

(Newell, Newell, and Sancha, based on work by Schumacher)

[ ] HOY‘\AIDC‘ QWI\‘I"C/O?‘Y\]"\;”‘I 1.152.00 nFy,Oﬂ?‘f'

L

y

== |&= |[X.

(a) (b) ()

x

* Summary of algorithm

1. Initially, sort by smallest Z
2. Resolve ambiguities:
(a) Compare X extents
(b) Compare Y extents

(c) Is P entirely on one side of Q?
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INTRODUCTION TO COMPUTER GRAPHICS

3-D Depth-Sort Algorithm

Advantages

* Fast enough for simple scenes

. Fairly ntuitive

Disadvantages
* Slow for even moderately complex scenes

* Hard to implement and debug

* Lots of special cases
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INTRODUCTION TO COMPUTER GRAPHICS

Binary Space Partitioning (1/5)

(Fuchs, Kedem, and Naylor, based on work by Schumacher)

* Provides spatial subdivision and draw order

Z

<@———

* Divide and conquer:

— to display any polygon correctly, display all polygons on “far” (relative
to viewpoint) side of polygon, then that polygon, then all polygons on

2 (13

polygon’s “near” side.

— but how to display polygons on one side correctly? Choose one polygon

and nrocess 1t recursivelv!
ang processitrecursively!
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INTRODUCTION TO COMPUTER GRAPHICS
51nary Space rartitioning

(2/5)

* Perform view-independent step once each time scene changes:

— recursively subdivide environment into a hierarchy of half-spaces
by dividing polygons in a half-space by the plane of a selected

polygon
— build a BSP tree representing this hierarchy

— each sd

+ Anexamp 2\ =
A
< A

BSP-0: Initial Scene
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INTRODUCTION TO COMPUTER GRAPHICS
51nary Space rartitioning

(/81

1 4
1 2 Sb
S5a

BSP-1: Choose any polygon (e.g., polygon 3) and subdivide others

hv ite nlane _enlittino nn]vonnq when necegearv

\<
<

BSP-2: Process front sub-tree recursively
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INTRODUCTION TO COMPUTER GRAPHICS
51nary Space rartitioning

(4/5)

Sb

BSP-4: An alternative BSP tree with polygon 5 at the root
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INTRODUCTION TO COMPUTER GRAPHICS
51nary Space rartitioning

(5/5)

* Perform BSP tree view-dependent step once each time viewpoint
changes:

— the nodes can be visited in back-to-front order using a modified in-order
walk of the tree.

— at any node, the far side of a node’s polygon is the side that the viewpoint is
not in

— very fast! Quake III uses this for occlusion culling and to speed up
intersection testing

void BSP_displayTree(BSP_tree* tree)

if ( tree is not empty )

if ( viewer is in front of root ) {
BSP_displayTree(tree->backChild);
displayPolygon(tree->rooft);
BSP_displayTree(tree->frontChild)

h

else {
BSP_displayTree(tree->frontChild);
/* ignore next line if back-face culling desired */
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